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W % kiE=HA (large language model , LLM ) Bt 3 K 6 2 Bt HUEE DL K B B A 46 14
BB MRS RARGEFREFAREZ B EHIE RWT B, 1#E R R0 RS KB
TRGREM Kk BREETH, AXEETHERAE G0 A AAndk &, IF B E X
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SOAR G DA R AR A AR 45 R T 0wt 2
KEZE LM #F 23T Transformer 2244, HoAE# & 5
BAV SR Ky 9 A FEIEAH G, 37 R AR B 24
PUASELL K dn AP S J3E 4 REAR $1 T ) 45 R o o

T A A7 50/ LM gk 18 5 AR A [ [BHE
FEPE RTS8 DL SR SCAS T 47 o R AR A 4
PRk T LAR R, (1) 2409455 8l LLM
55 5 BEAE AR R T AT AR D (2) 1B
BEA Y E 18] ) R PR A 753 5K (request) i 3 KA
ATTRUAL, MG 2 A SRR 1 43 L A5 (3)
RIS A R T B B R P50 A
PRI AOTEAE SR BT, T H A (token ) A BUREIR
BEZ HE 0N R Y B 228 SR 2t 1 B 53 e AL
(LR (4) K SO 7 BT 53 9 U A R 9T
GIRAENA B EREE,
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ARICEFANAA T LIM T 5t 51847 HLH, IF A
SRYASE FEIRIIIC A WA B, A1 e B LA R A B
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X4 JBE ST A S SCBEEOR AT T 845 5 0 #r
B, AR SCUHE TR S R R BT ST I
(T B SCAE R B St DL B A B 5 | 58 7 2 AR 1Y
B, IF R T OROR KR T, 5 A LR 3
BRL10 — 11 ] E 3= MO R 1 Ak J= 1 9 6 45 AN TR
ARSI FRGEJZ WA A W58 TAE#EAT 1 0 A FA
e HGICHR[ 12 JAHEE , AR SO AT 1 AR SEHIFTE T
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1 AKiEEHA

1.1 KRB

Hl, KEEOE SRR A Transformer 4844, 40
TN TR REKIE 75 A (large language model meta
AT TLaMA ) %0 A 5 B 25 5 6 28 ( generative
pretrained Transformer, GPT ) "' DA Kz FF 5 5 Y1l 45 A%
# 2% (open pre-trained Transformer, OPT )" %5
Transformer [ #% /0> J& & 46 % A ¥ 91 Hh A [m] o B
token 2 [11] B A 06 R 1 1R 2 S ML H 2 g
FE 40T BT Ik S M P R Y AL R B N g A
(X = [ XX, X, ]) #EAT &Rk A8 e, 2Rl A
i (Query,Q) i (Key,K) FI{E(Value, V), Q. K.V
AR A R (1)

Q0 =XxW,
K =X x Wy (1)
V=XxW,

J—:tl:'j: WQ\WK\WV %*ﬁﬂ})ﬁﬁ”é@*ﬂ%%ﬁ%o %E&;
Q K.V R Ia M (2) R ERE T8

.
Attention = softmaX(Q x K )V (2)
Vi

k

K. d, B K 4L,

RN BT RSG5t B2 AR
103 BOHAT LA AL, TG B AR A% 12 2 AT 0 242
W2 (feed-forward neural network ,FFN) . FITfi token
SERUE R TS it 2R e R LR 45 R 1Y token
)i, BRI AT RE i, A2 LR token SR AT
HE B, B B H 2% 47 (key-value cache, KV)”,
N TSI ROT A R KV A AT AR R Ab
PR (graphics processing unit, GPU) H1 DIfEE H

v 1 B, e B R S O BURTE (Prefill ) L
JHE R (Decode )2 BB, (1) Prefill BB, By
BRI R AR MR s B8, i 3 O AT Ak 3 A
G, A E A token S2R  HAT AR AR & B token
SEACHTE] (time to first token, TTFT) . (2) Decode [
B ZBBOR N AR I AR I 1) BB 5 DY A
R 2% token Z5 2, HAT R R R JE B token 58
5§ 5] ( token between token, TBT) ,
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A B

FFN

Add && Norm

Multi-head attention
EEB ] Query
LT

Add && Norm

Multi-head attention |

EEAES]  Query
I:lﬁj ey L]
e (T 1]

KV Zilf7

QKYV linear

QKYV linear

1 3EIEEIE 2 NER

1.2 KIESHEEEE BT

P& TR PR AT PRI R R R A Tk S
AR BT RIS ARSI R B | B IR
B A AR A HERR DL SRR AT 5 4R
TR AT 1 3 THE RSO B AH ST 98 A, JF
WS BN &l 2 PR fIE SR 24 h

FastServe. VTC. FastTransformer. Seq-Sched. Orca.

SplitFuse, SARATHI., SARATHI-Serve SGLang, Pensieve. RAGC

S
ik
= NHEER
: X
23 p— : i ;
AR H | EmEE
— | ==/ | | ‘== L S A
= &%
= -
Preble. Mooncake, Memserve,
@ Infinite-L LM, CacheGen

rrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrr

HFmE

=\ !
1 - — <
Con o P o 1 ShER
77777777777777777777777777 AhRARE Attention. FlashAttention.
Splitwise. Dejavur, SpotServe. FleLLM. FlashAttention2. FlashDecodings-+

Tetrilnfer, Distserve MuxServe, Serverlesslim

2 BEREBATFTEIESE

()R, SRS AES FELLT 2
AL 1) AR CR K JE P EOR I 2) 230K
H R RGAT R , S BOH XAV I AR
PRI v 255 10 A B 38 AN NG B DG TR IR RO A
T PRI G A , LS T 2R G e A B TR
ik

(2) GEURATBE AT R BRI 2 50 T B0
Fra REEZ AR R, AU B 5K GPU JG ik 8 2 A
BT HO R RO A BB TR ORI, AR
UELE A SHIE DN G g e sLiPRs S HERS Wb
Hea



BAFER G | Kl 3 BRI AR T 2

(3) AR M, T (Attention) 571 5 2t
S (Linear ) 2 Hf ¥ Ik A8 b @ a0 030 10 S i, LN
BRERAT I 5 AR RO A B R R, R, 32T
T PATRCRE IN s fE E AR A DA T 1 e

(4) A 2HEFE . Prefill F11 Decode B BE ) 9% 5
FROEFN P I SE SR AAAE 22 5 . IR BOR AU T2
SR Y token AR IERAHE L, PIR B B
R A T LU T, s S BUR— A BRI
PRt A 98 A ) 470 280 s ) DL i R IR 55 90 B
¥ (service level objective,SLO) , 4% 7 1% [ 28 4
A, S R T S AR 179 DG A

(5) HEBRGEAF . KOUAF S REAS $2 11 4= = 1Y 1
SAE B A s B 45 2R AR, B
Prefill BB THA & RIS SRk, R 2%
A REA s D HH R . R, B U G A &
50y | B K182 PR A R4, i 5

2 WRBE

PRI T SR I R DR R P R R e R
RIGEER, SR TS5 19 A AR HLE] A
iy A BE DL S Z2FE B B RS 5K, A i SR i BE SR g A
TR G R TRTIPEL
2.1 BEEREE

PR - 28 G 7 i %) 9 O s KO
ORGSR o Y IR B SR £ 5 2 R S il
% (first come first serve , FCFS) &AMV S ( shor-
test job first, SJF) i 50 2% I B LA Be st i) %6 30 452
Hrr FCFS RBAE R UETE K AT I 1 23 F- 1k |, (H 25
551 # BNk B ZE (head-of-line) ') | #5404 55115
SR I FH TR SR 58 B8R [ sk B 13X — R, SR, FR
TS R A B RSN, Tk B X — R
W, AL, FastServe ' $ 3% T 1 ] B (9 Z 94 5
BB SR, HARINTF . (1) RO TR, e R 3
IR, R SR A AR BETH AR SR 2, IR R I 43 i
SR ] O S A BA B, 3kt f 4 A AT K 5 1k
FHZE, (2)DRIehUIREE i BRON i BRI A4 5
PO R BUR RERATIER . (3) BF ) 4 8, 3%
TR B ] R AU ERA T, 2B 18] B Kok 45

FEBER RN T — LS BAI , TR SRR B, G
WA E BTSN, 1% AR NG SR A B )
FH B A ) R, ST 3 SR ) 9 505 FH 1Y) 2 P4
SR, B IR P AR S5 AT . S, e U
A W E0ES (virtual token counter, VTC) ' 45 Hi [ ]
AP A RS . BT, B WEEE -
1T 2R A 55 B0 AN RE VR S W P SR A s 8 0 iR 55
FE], R, VIC 2R token %R £ 5 F P f] /I
55 B 1) P 2 S48 1 token IR P, H
TSR AR e 1, 38 5k P-4 FH P E] token 58 BUAICE,
PRBEE AN TR) FH P 22 160 R 45 B ) P 2P
2.2 EKEHE
iRt (Batch ) F AR T2 B HAE A fi X R G
VAL > 507, R R G R RE R Batch
ARIETE R Ge 8 kit DA KR AR e e
FRGeH, Batch 8 [7]—HE U 138 K WS ST,
FERIRF R 25 5 SR, AS TR 3 oK 4 4 A R
JEAFAE 25 X Adi 75 Batch 5 W% 537 5K 495 8 ] 77 2E
G (1) B R T B AR R 5 i, AT 1]
PN AEK 5 (2) FEREd R v 2 1 PR B TG TR
R T e bR ) B FF 5 R 2% ( sequence
scheduler, Seq-Sched ) */ J2& — Filt & 4y H < J3 79 0
R R SR, LA AR AN R (1) R BT . 23R
SRR, 0000 38 5K 0 4 Hh R B S R O 1 SR i SR AR
255 (2) R RA AR SR AR 20 K A AR B
JERRIE R AT eI BE B [a] — I (3) #bikiiT . 43
HPATEERES .
SR, K J3E U0 S s R T Tt A A8 i) ot
I HICIEW AR YA RS BRI SR 1 558 . Wik, Or-
ca M HE T TP TR R R R SR, A0 JEAR
R AEAE A IR (Tteration ) WA 2 Fr A 1 SR ARES,
AT 552 B RN SRR AR A8 A, B B 3 ] 58 B3 >R O
HIMASERER R . SR A PR 7 [l )3 R 58
A R UG AT SRR e T B SR A A5, 1%
FARC LS 17 B T JSEHAESR
2.3 BRHN4ES
S G R B — AT B B R TR B R A
§i Prefill #1 Decode iX 2 BB, EATAUA & A H]
(R R A7 B 25 52 i LB SR A I RE TR R
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BAPRARAT R B B2 T SO A B IR A VR 2 i 7R B
TR A PIAT , DUV AT R 1 B BE IR A T30, 3 BOR RE G
JERPIEFTSR o PRI, B A A B B a =R T e X T S B
R RS R A P A R B O
SplitFuse' " WLZZ & BH | token B J& 5 1) Prefill
By B AESR [ SCHE R 2K . X T8 token 0 M 1 N A
TR, R R G L AT SRS 2K M token
P IR E BOR AT AL A AT, X — s, Bk
R ATR T, B A G PAT R, (1)K
0 NHR P H ATE SRAF 53 B T 51 LA L e
N5 (2) A S R A s R G I8 — R, DR
SRRSO . W R R 0T A
TR A ety 7 [ B4R T i AR I R G
ik, SARATHI™ i & 8, e K & B LR,
AN 3 SR 78 Prefill F1 Decode By B $h AT Y £ it
YK (Micro-Batch ) fEFAER A B 8] 25 5, S BUHAT v 7

IR PG, IEAL, Prefill By B 1045 ki 35
% token $Ht IS KB W T [, UL, T Prefill
I3 Decode HEG 7 PRATHEME : (1) X515 K fay A 731
Yoy 2T (2) B R IE 1Y Prefill J¥51 5 De-
code TR B HAH A E LR AT, 1% 077383 Pre-
fill TR AT T H I AR, [RESFH Decode i
SRk AT BRI B

KT SCHR[20 ], SARATHI-Serve ™' HE— 4 %11
T I token Az UIEIR 5 R G LR IR 55 HESE, B
R AR . 3 e A R RE RS A T IO B K to-
ken $0iE ; HORALSC I E Decode 1 3R LR 5 A= 1l ZE
R F S T Prefill 3K, AU /D Prefill if >R X}
Decode 1K ) FHZERZ M

AR IR SR I BE SR 3 R 18 94T LA BT R Y
A 3 AR R E B AR M TAE AT T 4
FUe, K HOCHE R 5 R BRI B 25 3R 1 s,

x1 BXRREAE

TAE BIES A R ok TR KL Jry B4

FastServe' '’ 8] B SR Tteration RN Request R/ I IE] A Al
Ve A B TR W Request JFH PSR token / R BT RN
FastTransformer! "’ iR [E] Request FCFS / TAE BATIR 2%
Seq-Sched 18] E K [H] Request FCFS Request LA RO FF £
Orcat! 5K ] Iteration FCFS Request /

SplitFusem RN Iteration Prefill token s A
SARATHI™" ENG Iteration Prefill token && Request  HCHf 111 25 < B

3 RIREEIE

T RERS AN W7 3 R R 2 R LA B SOy
B, 2 RAE TS LA K A7 BT IR B 1A i B R
55 B FE R,

3.1 HEEHE

BRSSO S B B IR R 1Y 2
ANREERZER, HI, ik 2 R, 2R IF7 FEMB
AT 53 0 K548 U173 15 75 T figk ke 5 R R 2 1) Y U
iR

B 3« BT PR AT I a7 22 )2 8] b 573t
RO, ik, i DR = N5 JZ 8] 2 A4k P
Gro (1) SREEIFATS . R AR ) sk m U1 4 T
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R 3 fa - (R I HLED) S B 2k
S GPU PUT, TERTF MG , R G EE R
(. 2025 (All-Reduce ) ) #4515 0f, sk & If
it LA B AL Gy v () T 45 5 X 0 288 717 9 SR B
PR o B TR IR G A PR (A v AR AT O
ML~ J2 B R b5 1 ( peripheral component interconnect
express, PCle) 5% NVlink ) , A~ H T &1 4838 79 25 41
4 (U JoBRA B (InfiniBand ) 8ELAKM) o (2) ¥
IKEIATS PR R 2 R0 43 SR 2 A4Sl ST AT B
B, RSB B R IR TR R 5 R Z ) ik
THREER . PRGN B B a) 547 8ot 1% far
AR TP EUIN 8 H T B HLR 28 2035

B0 6 TR R 8 KIP 5 ,F



BAFER G | Kl 3 BRI AR T 2

FERMBAI A TBUFIDE T, ()BT el
T RN GR35 | 8 R K S v 20 B A [m) £
PRBE s BITRRR I, e B 5t b 8 4R
ZAP ST BRI 55 S AR BER Tk, (2) A

HAT2 T BN SRR 4 2 AT R A, 4R
AW, T TR S Z T A AR T SO G
Z5 AT i 18] 2 A A Rl 5 8, 3 o 3
-tk AT 7 LA S5 AR IR 1) L {5

®2 TRFTER

FHATH MG UIE TN R s JRy BRAE:
Bl i A Hhe AL A VRN LU BR ]
ESTeiE TR & e PN AR [ERAERIR
¥ NGl KAk REA Iy 1) SEE IR 153 38 i T
WAKLIFAT P = TR SRR E Y KRB %

3.2 HEBRHFESE

HERL AR D AR ECAFAE 2 PSS . (1) 043
BCIE E KN (2) B3 TE, 3X 2 Fh SR w14 RE 1 2
BAFT B AT R AR BAF G AR R, (1) T
SYHC B PRBR I SR FE HE PR 72 H Y token 28], 2R
T, A A SR A 0 4 BE 25 5 BOSE B el T 25 (] e /s
TR, AR, (2) SIS 1 BAF
IIPCHRAEAL T token AE I DG B A 40028 1Y) 43 I
T SR SR P TROR

R T AR 13 ), A SCHIE ST T OR[E f
AL 8 (3R 3 im) o Mo S35 it 5 AT
DS R TRUAR 35 SR A iy s A B2 i T 0 TG b A 25 (R
TR AR TSI 25 A R B P SR T o A R
%, AMUTE 0 S AF IR 9%, B i 23 B T T g fry 4
SMTETF R S B RE T RE . ik, vELM P 42 H < 5T
7 BT EC SRS B AR T KNI 4
IEHs 24 token 4L AL — TT, 4k I ¥4 TURLEE i 2K 4
Be A7, A7, 3T 00 R R ARE S
PRZR S R TR IR T BARE A
B2 I B AR D AR 9% TRl 5 AT & A=)
RAFE

Mt — A BAFGEUR, Light LLM > 38 1 3
T token 7 i ) TokenAttention HLifI, S T token
B S AF B, T T AT AR R A
EHFAY , vAttention' ™ 2" RE {2 1 SR T E Sk ik
PR, RE A% JCIER N 1l 43 T 1 2 jE 402 [, 4 75 4
BCBE A7 0 T 40 00 5 4 B8 65 A7 S ) A 2
TFE

RI BEEHE

AHIC LA SPECRIE WAREZME R
vLLM" I3 AHELL f
LightLLM ™" token Y5k I
vAttention'’ il ELE H
31 RIS NS f
FastTransformer''*’ [i] 5 B AL H

4 A KA K

Attention 5 Linear f2&#E 31 B W X0 5
T Hrh, Attention 57 H TR AL E , TH5EA ]
{LE token FUMKHEOCZR , Az LSS R A 1] /. Linear
AR M 2 1 SRt B, T T8 A8 e, X
PR F 76 B> token A J B[] o A9 o LG 3
85% ', DRI, DA 25 7 (1 A T BSF [ Xt AR A1
token Az BUAEIR & CH L
4.1 Attention 5%

KV A2 e B R RCR R G N R,
TR KV Zefe it i 3 fioR , L
Z1E R J13k% (multi-head attention, MHA ) 12 i & &l
LA 77 (multi-query attention, MQA ) 43 2H 4%
1 7 7 ( grouped-query attention, GQA) DL K 223k ¥
TEEE JJ (multi-head latent attention, MLH) ,

MHA JEFRfEM 2 id 2 3k 30, Bl 0 K,
V TR SRR BE DT n 5, 23 Sl AT TR )
TR BE s n DEERERGRR, HILREE Tk,
ZUER SR BB TR AL . A 2113k B
S FHERISOR (R TCE /D KV e A5 &
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E22 v : SEHERS

«[000000¢ 0

HEPVE S S R BRHETRSD

------- | 00D ononon g
- 000000 § 000 0000D°is,

i il s

~ 00000 030650 000000 000000
B3 7[E Attention HF 42450

N T AR MQA LT A R k3t
E—y KV ZZA4E, B A i k2D Sy TRk 1Y
I/H(H R 2L H0E) P2 SR, MQA 2 5 3L
HEFRERE T e, i, GOA & 4 s ms B i 7
F13K53 M n 41, HN L KV B A7, 41 18] FH A [H]
KV Z54F . MWIMITE RS KV 4750 & 5k A1) 52
PO, GQA My B 49k 2 i #E LLaMA™! |
DeepSeek > ZER A | R NI, GQA HRp R 71 i
WETIR S T, AT i — LR RIBE J) , Deep-
Seek-V22 MM | E & A P B TR
T 2 T A B A 30 e AT A A A 4 P LA S
IR HT R ST IR B KV 2240
T i 2508/ A i A o, [RIEE, FAS [R]85
HilF , DeepSeek-V2 #fE— L4 T BIAIALIRRE T
4.2 BETFHITHAK

GPU & JH P 9 A7 fitf ZR A, 0 5 i 25 Bl AL A7
fifi (static random access memory , SRAM ) PR B v
{74i# (high bandwidth memory, HBM) . W& 4 Fs,
L A100 40 GB GPU Ml B 108 i b 2 i 4t H]
192 kBfJ SRAM, #5564 19.0 TB - s ' ; T A i AL B
=240 GB () HBM, 794 1.5 TB + s ™', SRAM
(A7 )RR 20 5 HBM 1 10 i, (H& H 245 5t /N T
HBM, A, 76 4b B K &2 4 i, 75 22 4F HBM 5
SRAM Z [A] il B sl 5545 .

BRI B
19.0 TB-s™' (20 MB)
GPU E%%Z@%

1.5TB-s'(40 GB

B AR S0 GB)

\ AL
12.8 GB-s'(>1TB)

4 EREBEHFHEHEHD
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Attention FF & token A= L AAZ AL, HPAT
HRBRAAELIT 3 408K (1) B Q K HE R T
FRSAFRH RS S5 (2) FEFE S IH—Ak, A iUt &
FIRLEFERE P (3) B E R I ACE A P FIE 7 & V
FACRAN, A i i O,

IR 3 AR R B B A HBM )
SRAM Jn# 4 , I 76 1558 U K Ko ds A SRAM
1 HBM, #1155 2 i AE 70 R 808 i e A
iy, SEOHR AR, RSO H R ¢
IREANFAPAT” BT Rl G 2 X — ) B H
FERMG . SR, EAFAE LA S BRAE B A B b B 25
SFHUTH BRI, (5 4 R B (B UH — L ek B
SoftMax ANREIEHHITH . Jy L, FlashAttention ™ 4 1
JRi SoftMax AR, 38 Job 75 153 I8 25 Jm) 3 A
KAEPRIE SoftMax 5 R A EME . SHRME Attention AH
I, FlashAttention ™ &5 T 2 ~ 4 {5093 &30 % It
TH T 10 ~20 fERY BAFAS ], JRAE I, KRR
IR BIAE  ofe 12 B AD IF is B R BIOE MR RE 1Y
25% ~40%

FlashAttention2°" W€ 5], (1) AL GPU A &
FR R A P TS A (10 Tensor Core) 5 (2) 1%
B R RPN AR IR (wraps ) 43 FL 23 5 R A DA 1)
HENAARE, BB IR 0 R0, Wik,
FlashAttention-2 " £t FI F 8 R 1 9 & $0m: Finid: 2%
TR 4 FEPF % 5 /3 TR R ¥ 91

SR, SCHR[ 31 ] TGk A% ey v i A e 45 19 &
B AL A LS S ARORS B R D g, S BUHH R
RCRALH 35% K3k — 7] 8, FlashDecoding ++
AR 748 U Ak s (1) A 7 A
P BRI 2E P AR S Al T 2R 4 T B AN ] warp,
SEIE warp (BB G SR ES; (2) A6 14
SRR IH— A A B iz S A AN [ A vk b Ot
FTHUAT; (3) FIH Tensor Core TEARNS FE T MEAT 4 %
PRI H

AR FEANH T Attention AT H A9 AR AR
FEMTHEARLEE A R 3 45 J TR K A 56 AR gk
17 E4E, k4 FoR,



BAFER G | Kl 3 BRI AR T 2

#z 4 Attention T E R
e a2 .
KLfE e
JE A Attention!” / / / 16 PLTE
FlashAttention"*"’ g1 / / 16 {777 5
FlashAttention2 " i / V16 fiiEs
FlashDecoding ++ 2" 43k vV vV 8 NLVE AL

Linear 535~ 35 5 WA B A 4 21 b A 35 G i
VERT, Bl h 2 J2 e e M 2% (b As i) #01 A
FELRAE BT pRBAL I, H RS PRECEL S ReLU |
GeLU ,Swish Fl SwiGLU , HAZ 0> H b5 2 14 5 45 B 7F
AFLERE EARLERE Sy, SRR, E B
CUDA £ 4 AU T2 F# (CUDA basic linear al-
gebra subprograms , cuBLAS ) 7 (1) % [ 3 12 o FH 2 7
g FE4E O (application programming interface , API) 5
B BRI, AR E WAL B AE M e vk 2 S BT R AR K
T B, TensorRT-LLM"™ 5L T % FH A A 1] £t e

LR TR, L4, FlashDecoding ++ 2 Fi]
L U AR A A0 5 1 BV Y
T LT PR, i finssazs 5

5 oA IEE

BAUA R BRI 22 57 DL e 2 R E R E 2
ALY A CHE BT OR o AR 73 g U 3 AR
FILPE A 2 ATy A
5.1 HEEY

Prefill F1 Decode PA [ B 43 il J2 4 [ Tfe vk 5 4
W) R 2 MR RTHRAEC, BNTZERT P HAR
FERFGERTT R - AFAE 22 5, P B BOIR & $0UA T AT g
FEONE Z AR E AR T, S TR THEE
PR W] LR B AT 88 2 BAS W] S 401, DA sk A B 5
I T RIPAT AR . AR, R A8 Y o3 1 USR5
IRRATAG i AT CE U S SE B L R R, Ik 5
Fr7s

x5 PDHE
M T AR PD APt PD Feffe KV fEfki ZAPNLE P2D JH & Fas
Splitwise > [Fil 4 R JZ e i A R /
Dejavu"*’ St HALK JZ ey SEAEA + ShASBEPLAF A 4% / RIA
Tetrilnfer*®’ [l EREREEC EEN e YA T token 0/
Distserve"! 5 ALK PN e A R AL /

Bl AL S5 CE , ML ERE Prefill 1 Decode
BBt , BT 2 1) 5 B AL 3 1 oK To R L & KV 2 4%
Bis, P, FEEIELLT 2 AR, (1) KV 247
EHRLEE 5 (2) KV ZAFEURIUE .

(1) KV AL kL EE

B AL I e 5 A R S RO g A 81 KR
LM 28 SEm VARG . BNER B G AE AL F it 2 T
HRAXWT,

4 xSxhxL
: (3)

S SRR AR B, b AR B S 5k L
SRR ZEL, B SRS E . N, 7E 300 GB - s
5900 GB - s~' W& i, OPT-13B LA K& OPT-
175B A1 4h B PAAS K B Ry 2 048 4> token HYIEK,
HEARAL S [ O L2 R0 2L 280, X A1

T(s) =

SR 58 HE A BRERAT B (8] (14 5% e JL-F- 7] DL 20 AN T,
PRI, oy S IC BT, 6 P 9 SR A SRR FE A
KV ZAEA 2 W B AS0R SR, 5 A B 1
K2 x10° P /2 E 128 x 10*) Hikb T4 A% /0 254
eI AR ROBEBE 1 KV 92 A7 A% i W) 2% i 25 38 fin
WEFRAER | S M S5 2 A token B S B[], A
TIMERZM |, Splitwise ™ 42 H < B L 0%
Prefill 115 F2 i, SR A5 n 2P IR AT AT, 26
n- 2R 25, Wi, B5EmMR KV Z75
P mT AR AT £ 5 Decode S, M T 8 /0 50305 14 4
XA FRPE BRI 5E

(2)KV ZAF8HRCE

Prefill 33K 1Y % I 75 K 5 Decode 5 i 55 br 25
PN A7 T REAF A 2285, 38058 B Prefill B35 KA BE
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SEENFRAR Decode SEAA Y A7 25 18] LU & 2847, ATTTT
FURATESHIE, A T itk A7 25 () AN 2 3 m)
Dejavu ™ $2 4% 22 A7 A7t 25 0] B R 3 AL FE 1Y
LZRENE 24 Decode S AY A7 28 ) A JE B 2 A7
i o] LUME4 2] Decode S99 AL AE, IF AR I
JHTE B ST B AR

L 5B Prefill Al Decode B B Xt 8. 7
FRAF IR T RAS R, 7T LS 391l 58 28 3 A ] i
FOBEF « Prefill S {51 50 2 76 i 58 ) /N BAF” B B
1 ; Decode SEAIFE 2 “ ARG 1 K BAE” HORE(T

Tetrilnfer ** 5 £ ] : (1) Prefill By BEXS token
Hhrae R 78 [ E BE ORI E T, RS0 e AR
XA SE 1Y token B T SROBLBE 19 & A 5
SRR I, 38 R [R] — U b BT A T R A R 1
i, (2)Decode BBt i1 H & A1 R S8 # b Bl 45 17
SRACBERG RIS, R 5 1R 2 B 52 o ) BLAA
IR, B2 RIAWES B4R LU TT 98 (1) X
T Prefill BrEiiEeR, 76 € & 1Nt T HEY S5
I, AR AT Y token B 0 2 B K &
GEAr it A [ 2 (8 (2) 51 A/MEERLSROI 3 SR 4
&, T ERTE Decode S0 I] 73 & A 7 B3, ik
4N, Distserve ™ $2 H 18 1 K {4k Prefill F1 Decode
ST ) FFA T SR S5 A T B 1 S 49 P P AL i, P
PR ERMERE
5.2 GEEHERE

AWS Azure 55 7 ] R HRAL TR S5 0 H 2
TR oA, W YR R 8 o W U B 4 A A 4
PR EARM RO, IR 8 =) R
Bt o I LA Ky A B, P P HORTE IR 55 I AT

TEGTIARE N, = T 1 8 BRI 2 )
o SR, SRS SRR DS, =) Ry 7E LI [a]
Bl e A M2 AR (A BR) . i TR
RATREE B, = ) R 1 LE T S 0] A% 16 R
90% ) PTHGZE S LA P sk, A X 26
SN AR AT B, (H 2 B 2 TR BT IR B ) i [ml i, v g
SEUH P IR SS rh b s 28 X P i S5 1 T
PEAE B AEOR . R T AEARBIAS 1Y ] 3K 2 S 451 T
TR B e 55, O e IR 52 9] 9K 5% 1Y 52 W, Spot-
Serve ™ $i HH BT Al BKGZE S A HEFR R 40 . (1) MR AE
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A B S 155 AN B R 2l , S R A IC |
D SIAG [T ISR i 5 (2) ) 4 T DG T Xof 552 48] 3 %
U, R I A TR B S /N Y O 58, AT s 3 B T
B 5 (3) g0 BT P sS DR A, st IR 55 52, 4K
T, FH P S0 oA A HEBRAT: 55, i AL 45 )1 25 L 0]
AT S5, R CRHIERS BRI B o S B A
O3S N D5 A ST S5 FE L S BE R B PAT ., SR,
AT FEGRATIR DG, FlexLLM ™ 0], St 52
AR EE R ) S ) S TR AT 55 22 ] ) % D
TR B T AME, B [F] ST HE SR AT
% BERB S TR AT B IR A R AR 32, SR,
AL S I SSAFTEAN LT3 PRI, B B S A 32
145 A SR . (1) token F7 23 S0R 7 371, 52 306 44 il
token B, G 5 S ; (2) BlG HERE S ORI 5.
TR AR TP PAT , B T JR S T RS S AR Tk
EL; (3) BT REHEHL S T AT 55 19 token TR
LE, B PR AR AT 55 2 B token 1 SLO

TR AL 55 WO Rl & RERS 4R TH B AR X 3
A EAF ST R, (HRTEE i 2R 3
EEGEUR S BN IG5 R SR )8, MuxServe !
RRFRGATEA H R, 2 HHIR& AT 2 DAL A
() B B >R 1 500 SR < D0 S 18 B T 3 SR R 1Y
BRL, AFES R GPU 3575 [) I 7 22 A AL SR A
FragyR B AR v A AN [R) AR ] A 55 50wl IR
AN TR BEAI X B 5 T 2P

Serverless J& 23] R HE N IR 55 A £ EAE L,
W T A ORI R, REZ =k 55
B (A1 AWS | Azure ) L) T H#E BRI 55 19 Serverless
1k, DLt 42 TH B IR AR, SR, v R B 2 4
Serverless A4 T IIffi A A2 o PR A% . TG i 47t T 2k 8L 7Y
R 5 AR B R N ], DLk, RIS B 2 Hihn 2
Ao 9 S B4 PRI 55 Serverless 1k 1) S, 41 X iX
— ], ServerlessLLM "' W5 & B9k BE AR 55 BT £E A
R A8 A 3 A R PR 5 ) S AL A R 257 At
23], FET UG, e T AR | PR AL ) 2 A
fift 2R 38 A T2 3 £ Bt T BB A o, R T 3
IR AR, (1) I SEOIN S 8o ok 5
BRI  pte hk , SEIOR RIS L L sk
Kl () fE5miitl . 12 R YA 2 (8 3147 208



BAFER G | Kl 3 BRI AR T 2

3, IEA R 2 ARG RIS SR B SO
Vil 7 s B TCASE I, (3) ZRAEIT RS« AL A
SRR AINYRSSIE S ¢y EDAT AR TS s R A IV 3 RIS

AT TG AT 55 TR & PR B R 5 55 A [
HERE A THICHE IS TAR R SCHEEOR RS T
RIS iR, AR IL& 6,

%6 ShREE
T F b7 ik st R B
oo™ gy VMEMOURRUE RGBT AU TIGEI O
o PV 2 S5 9149 iR A&
FlexLLM™!  [T5IRH AARRBGRRARILS 2R #% SLO HEARFGIRIES Atk
MuxServe ) BUENRI IR A VHERIRR H R R B R L BURIEIE GPU VeI KU ] Bl &
Serverlessllm™! AL ZIRAFHIEAF S BT R IR 4% VATHOR AN RSO

6 IHHEZF

Bl R S T 4 A B 1 PR 1 4| Prefill Xof
I B R SR A 1l 294 3 91 g A5k B 32 2 1A
o ORI, RS RS DL R R G R A R
HOIER AR EE TP, SFEOHARENESR
THAE. X BB B SR LA S H T FEZ
R P G o TEAFAE R G, G730 BT T3k o
HI BRI, AT BRGS0 NG AR
THERAFAEHEBE R G I TE
6.1 HRAERF

BT Ay 2 0 A R UL BRI A T id 5k Uy
o BRI, WA 75 B AT R SR T A token, T
RS TIREER PR S . O T R4, SCLang ™!
PRI TR B token 10 SR 45 M, T8 i MOIR 45
P token i AR T #r 4K | 4 A LA B B 45 45
TFE

SCBRAEEGE AR T token ZEAFHUR LA T B4
GPU WAFZE i, 1 W R 2 J2 BAFAE i Dk A7 25
[, SR, Z IR PAEAAELL T 2 AR (1)
AT O B T2 M 5 (2) S A Rt 52 1T ) e 2
MELUIET I, BT X B A7 B IR 7245 PE, Pensieve ) i H
token A BEBK A SR W | 1 S 4 S A I i 1 1 R A2
TR 5 HIR $% token KLEE DA 1] i 118K 2 K 52 H]
TR, DU R A28 AR 5006 1 5 R e B A
e L2 M I I, SR 28 NS
723 () SR VAL e B 0 65 1) 5 90 A 46 1 il S A7

A

KV Zfr E el R s A &) 2%
Ko KRG R4S e 0] i B R AT A R | R
Bt AR DCEC Y SCARE B, IR 5 s SR &
I VE BRI A . RAGCache ™ W23 | 4R ¥
AR AZE S . PG, BN T 56 T SOR I A
2 R BNEGAT R GE AR U7 1) PR E X 70 SORY T3
RLE, P R Y SO E AR GPU A7, FREE AR AY ik
TEEHLNAE, T SR R B i e h 32

RO TAE R R R E TR AE E R T
T token 5E N A], {H 2 8RN IESK A7 2 5 TR
PATIGE & . BRI B token B AYIG N, 3T
ST RSB 1M KV S AF SR 855 token
BB T, AU S A7 5 2 S BRI R IR N
L, Cake ™ BN THHL 5 R A7 25 6 5, WA to-
ken JF 46 155 [F] I M5 5 — 1 token 128 UG iE 54
15, ELEIPTAT woken #REL A KV 247 ISR [F] i 7
T REE B THRLRE ) AV Al 58, I T 23R

Kb, AR AR ZHF oken, {H
JEAF BRI S EOREAAT B E . N TR
*l“ﬂgﬁ‘;ﬁ,PmmptCaChem] IR = H
SRR S B AT ER, J5 S oK A R A7 B B
B VRS S8 . AR, 4t BRI e
B FRA G, ' FEERE TR, K, %05
PAGE G T 1 32 O = TR R 7 5
N THRTE A CA B E FIHEBE , CacheBlend ) 2
T AT A J2 D 22 1 5 BT G2 A7 SR s AT B2 0
KV ZAHR BB T T R R A 8, 20K
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AR T R R B 52 SO T R [R) s 4 T
T AT IMERE,
e AT LA AR S AT T AR, WA

FHRLRE fEAtsst S AR 4ERE EAT T B 5 X, B
KR 7 FiR, 227 %, CPU FR T b FE 28 (cen-

tral processing unit)

®T BUNEEFER

T A i PLEMCHE  fAEES ERIES EHIEK KR 5 s JF i
SGLang"" Token [HIEAUNH GPU B SE LGk 1R =
Pensieve!*’ Token e CPU-GPU ) e ey WP & A [
RAGCache'*’ XA GIE U CPU-GPU B SEAAGH AL =
Cake* Token SEAPURE GPU / [ 157 = N =
PromptCache"*’ 7851 IA=RiBS GPU it P ] / i
CacheBlend "’ EgZEN o B IR GPU / By E / h

6.2 DHRER
it 5 TR 5 BRI AN DT 348 A 8 S 4 B AR 4

T GPU Bim AN i, s 8 AR, 70 Aii NGB AF
2 HASEBIECEAEAR R SR A g

=8 A HXEFEER

A TAE g Hirs GAF3 ) fif gy =
Preble " H— BdEHS M7 token D it 40 i 5 S0 7 R B0 17 2%
Mooncake**’ O RIUREE S 45— RIAGUN WS B AE R E TR
Memserve*’ AYE RAPIRER ST TR S R P B AU R
CacheGen' ™’ H—  KEZEF sz LA R B SR G e B IR R B £
Infinite-LLM'*" G— ZBHEGE—-HE 5— YR RATE T, 55— BB i B
LoongServe* NE KPS T 4i— Ry ShAS S 50, S5 B 46Tk

XF T A HE B ZRAT-, 1 H2 1 SRS 2 K T A%
P B o3 A 37 o I AF R . SR, A A =X
Yy se P AL T G2 A7 DT I 37 K 8 B2 AT g O ] 512
IR AN, 8 B — S S o AR
AE T I, PRI, Preble™ $i i 52 6 £ 440 5 L =2
HTER LS55 ISR < 15 5, T 4 Jm 18] 2 s 447
A G AT SR, 7 1 [R) 20 S0 ) S A | ]I
ISR SIR AT BT SR BORE . LUK, 784 JR i 4
AR R A IUAD oken B, H H 5iE K 1F
AR LU, AR DE BC R R T T, 0
RETRR AL BIAH IS 5 75 0 535 5K 70 il 25 97
RS, IR T 2o 255 7% P A R i R A 5
ZRACTE 98D T A7 DR C B0 S 4 A R 5

Btz A0, 76 53 B A HE B ARG TP ) KSR Y 5
MoonCake " $ H 1 3 F FU0 19 L300 FE 46 5w 5 )3
RAGAF AT RIS, BRI T (1) 456 &
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SRR LR SLO oK, e L 2 KL, D
IR Prefill T, RTINS, (2) FIH AR
GE AU HWLI AR B, A5 TN A Ok 7 48, AR A )
TSRS AT ENE . (3) Bl S i 3w Y e A Bk
B HA I , P15 A [ 52491 18] 52 FHARE s ok 671 2
T 5 G2 A7 Y46 2 R W BE RS i T A2 IR, SR,
e A G Feh AR T EERE S VPl 2 A7 S W 2
IR

MemServe ) FEA HE /> AT 1O SR | iy
BT A S UME B 3 2K W B wE Ot
TR VIR R WA [F O B e A
BRI B BV 19 53 TR (model FLOPs
utilization, MFU ) DA K PN £ % B A0 58 (1) 45 58 1
X (model bandwidth utilization, MBU ) 245 | 52 1L 7E
ATV A T BE R Al 53 SR AT I S, DA T T
i T AT A R
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Sy A B AR A B2 T P AR, SR 5 17 s
KV G A7 % 32 31 N 25 SE 38 52 W), A e B0 oK 1
AeR I B TR, B R 4R R AR AT LA A% A
i RO i 2 S BUE B A%, HES A 1Y KV
GEAEATIR Lok B S5 M A7 i . BE X IX — 1), Cache-
Gen"™ 4 Hh 3 F U AL 0 19 KV 28 47 St i 184
Z (D) THEASE token BY KV A7 225, 4 H token
[ ) JR R RRAE 5 (2) F TR RIS R 2 X6 A i token
(RS AS (] P UL 5 (18 )2 X 26 B token Y 52 M ) K
TWIZE) o XA R BB R A RS B R Ak,
i BE AR Z 8 RS T AR 2805 5 (3) 4 to-
ken 5K f 25 gt A% 1 LG AR U A% i, 9820 B0 A%
iR

R T G A7 52 R R i B SR Y 81 K 1
O3 TC RS R 2 o A G2 A 1Y) S B R AL
Infinite-LLM M 48 H T — Bl (38 1 19 40 i X R
S I AT R 43 S AR B R X BT, SR
KV B8R A e S e A 3, IR 55 52
B BAFA I LU L KV A7 R I %5k fe g
TR SRR 11 At 23 RS 48] 0 B 0, S B 4
JR BAFGE— L, AURLBE R AF D) 4 e T WAl
FHRCR AR EBA 75 AN [RE K B B[] (4 Pk 9%

EEXF Prefill Al Decode AN ()35 1 i A7 9%
TRARFAE , LoongServe ™ $& H T 43 15 4L H4 14 37k %
FAHEZE . (1) BhASH 525150 43 R ASAHAE B A BT
AN SEFIFFATALEE token , FRF B 15 1% 51 45530 52 51]
HUATE TR ITE; (2) IR ks B - 5 4
IR SN2 Y N TR SR T BRI i S
SRR, AT R A SR 0 PR R 5
il (3) R F MASE A LS5, < F2 5281 £ B 43 i
AR JHERIR AR (4) i@ 3h 84 Pre-
fill F1 Decode SE 11 ff1 €2, I/ DB TS TF 6

7 k5 RZ
RS GBS TR T IR 5 R T4
TR IRACR  SATT , B2 AR LB 1 1 1L S

B BT A PR A JiE Bt O P SR BE AR B IR E
SN T E WA, e R B

I3 AT VAL 98 AR 22 5 | W AT B AR 1) 52 2%
BERRZ G0, AN BT I T SCAE
s, BRI, A BIESE TAEAT T LA [R]85 Bk

(1) BUA BF 5T TAE AT 5 AT 4 380 B Be 19
AIE, e/ X B8 Fr BE A A T 22 57 1R 5 7, Attention 11
Z)Z B ( multi-layer perceptron, MLP) & F #i1
SR SR IRIEAEAN A, AR BT U) A RE g T
U P S AR B TPt o 9130, K Attention 551525
T RAFPEN R B REE D MLP 533788 % Tk
Wr Hem BB . SRIT, AR BE B BRAT T 0T $A T 4 3
DL R ERIFREE A Ok Tk

(2) 53 B BT, S A T - OB A TGy B
PRE BRI . G — BB AT IR T
HRAFRES) 8 SUARFBT B BRI LG, JFAR 4 SLO
TR BN R S e MR AR A 1) R

(3) 5t B b 1 & HBM, DRAM | [ 25 fif
% (solid state drive ,SSD) %5 2 RAFfE T K . A[EIAE
it A0 BT A HSCHE 12 i v B 22 bR [l B 80 (s AR AR
HMEEHZ (compute express link , CXL) \NVIDIA ££4-3
18 & ( NVIDIA collective communications library,
NCCL) & 72 1 422 %4l 77 HU (remote direct memory
access, RDMA) &%) , # & H A& fLBE 1 b 1
PLK G — A8 PR A7 2R 48, RE RS AT 004 Tt U5
ROR, R n ] RRTE IR

(4) LA B g |5, AT, o BEAHE 22 b oR
Ab PR S | AT Z AR R [ 2P 2, iR
8 Tk B 25 H ZEHE R 5 | A B G T . XTI R A
DU, 77 0T 25 JE M TIE 48 rhag SR 20 i
I SRS ) S 2D AR S T B HE SR PR RE

(5) SCHEEIZEM b B A2 3BT 45 R, 4R
P, I B 22 AR [E] ATl i R
REPE 5 R 0 N SR PAT | 3 285 ) AN ] A A
F IR, WD SR TUAR R AR R Ay )

SNBSS AR B IR LA B IR 55 3 oo B R A
B BRI E G 2N FELE R TR R, R
FIREF BT IR BE Rl WSS 5 AL TR 1Y
S SR B AT B TR T B IRAOR

8 # it

£ S NN LSRN VP S/ Y W53
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AR HIHHE TR SHEAT B AR A 8
A AR LA R BRZE A7 5 0 AU T, A,
X SR B R S A P 35 T B T A B RE Y P
A7 7 B 4R AR 1 B3 [ T 55 SR B 1 BE T A
B Tt — B R THE B R GEVERE , BRI 5 A
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A survey on optimization research for large language model inference
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Abstract

The rapid growth in parameter size of large language model (LLM) and their autoregressive nature has led to a

significant contradiction between high service costs for inference and low resource utilization efficiency. The per-

formance of inference systems depends on various factors, including system architecture, algorithms, and models.

The paper summarizes the challenges faced by inference systems from the request processing flow and model service

architecture. It focuses on research advancements in request scheduling, resource management, token generation,

distributed inference, and inference caching. The paper also analyzes key technologies for improving inference sys-

tem efficiency. Finally, this work discusses the challenges of reducing inference service costs in heterogeneous

hardware resources and text-to-image scenarios, suggesting that software-hardware co-design and hardware-aware

strategies can further enhance resource efficiency and reduce inference costs.

Key words: large language model serving, request scheduling, caching accelerate, memory management, op-

erator optimization
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